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Abstract – This paper introduces a pair-Hidden Markov 

Model (pair-HMM) for the task of evaluating the similarity 

between bilingual named entities. The pair-HMM is adapted 

from Mackay and Kondrak [1] who used it on the task of 

cognate identification and was later adapted by Wieling et al. [5] 

for Dutch dialect comparison. When using the pair-HMM for 

evaluating named entities, we do not consider the phonetic 

representation step as is the case with most named-entity 

similarity measurement systems. We instead consider the 

original orthographic representation of the input data and 

introduce into the pair-HMM representation for diacritics or 

accents to accommodate for pronunciation variations in the 

input data. We have first adapted the pair-HMM on measuring 

the similarity between named entities from languages (French 

and English) that use the same writing system (the Roman 

alphabet) and languages (English and Russian) that use a 

different writing system. The results are encouraging as we 

propose to extend the pair-HMM to more application oriented 

named-entity recognition and generation tasks. 
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I. INTRODUCTION 

The existence of a gigantic number of Named Entities 
(NEs)1 across languages necessitates proper handling of 
names in cross-lingual Natural Language Processing (NLP) 
tasks. As an example of a problem associated with NEs; In 
Machine Translation (MT), many systems will rely on the 
existence of a bilingual lexicon or a dictionary to process 
cross-language queries [2]. It is well known that bilingual 
lexicons comprise a very tiny percentage of NEs; a Machine 
Translation system would therefore fail or perform poorly if 
an unseen NE is encountered in a query. The task of 
measuring the similarity between cross-lingual NEs finds its 
main application in the identification or extraction of term 
translations ([4], [2]) to help deal with unseen terms. Other 
NLP tasks that can benefit from NE similarity measurement 
are Cross Language Information Retrieval (CLIR), Question 

                                                
1
 There are three different types of Named Entities[3]: entity names, temporal 

expressions, and number expressions; in this paper we only consider entity 
names (that is person, location, and organization names) 

 

Answering (QA), and Bilingual lexicon construction. Recent 
work on finding NE translations and measuring similarity 
between NEs is divided into two approaches: those that consider 
phonetic information and those that do not. Lam et al. [2] argue 
that many NE translations involve both semantic and phonetic 
information at the same time. Lam et al. [2] therefore developed 
an NE matching model that offers a unified framework for 
considering semantic and phonetic clues simultaneously within 
two given entities in different languages. In their work [2], they 
formulate their problem as a bipartite weighted graph matching 
problem. Similarity measurement has also been done for 
transliterations. Hsu et al. [6] measure the similarity between 
two transliterations by comparing the physical sounds through a 
Character Sound Comparison (CSC) method. The CSC method 
is divided into two parts: a training stage where a speech sound 
similarity database is constructed including two similarity 
matrices; and a recognition stage where transliterations are 
switched to a phonetic notation and the similarity matrices are 
applied to calculate the similarity of different transliterations. 
Pouliquen et al. [7] compute the similarity between pairs of 
names by taking the average of three similarity measures. Their 
similarity measures are based on letter n-gram similarity. They 
calculate the cosine of the letter n-gram frequency lists for both 
names, separately for bi-grams and for tri-grams; the third 
measure being the cosine of bigrams based on strings without 
vowels. Pouliquen et al. [7] do not use phonetic transliterations 
of names as they consider them to be less useful than 
orthographically based approaches. Because of various limiting 
factors, however, Pouliquen et al. [7] obtain results that are less 
satisfactory than for language-specific Named Entity 
Recognition systems. The precision obtained from their results 
was nevertheless higher. 

We propose a pair-HMM that takes in as input NE pairs in 
their original orthographic representation for evaluation. When a 
Romanization system or phonetic representation step is required, 
the pair-HMM can still be used for evaluating the Romanized or 
phonetically represented input [5].  

In the second section we introduce the pair-HMM, in the third 
section we describe how the pair-HMM trained and test results, 
we conclude in the fourth section with pointers to future work. 

 
 



 
 

 
 
 
 
 
 
 
 

 
Fig. 1: An instantiation of a HMM  
 

II.  pair-Hidden Markov Model 

Pair Hidden Markov Models belong to a family of models 
called Hidden Markov Models (HMMs) which are in turn 
derived from Markov models. Markov models originated 
from the work of Andrei Markov in 1907 when he began the 
study of a chance process where the outcome of a given 
experiment can affect the outcome of the next experiment [8].  
A markov model comprises a set of states, each state 
corresponding to an observable (physical) event, and arcs. 
Rabiner [9] described how the concept of a Markov model 
can be extended to include the case where the observation is a 
probabilistic function of the state. In other words, the 
resulting model (HMM), is a doubly embedded stochastic 
process with an underlying stochastic process that is not 
observable. Figure 1 illustrates an instantiation of a HMM. 
HMMs became powerful statistical tools for modeling 
generative sequences that can be characterized by an 
underlying Markov process that generates an observable 
sequence. The key difference between a HMM and Markov 
model is that we can not exactly state what state sequence 
produced the observations and thus the state sequence is 
“hidden”. It is, however, possible to calculate the probability 
that the model produced the sequence, as well as which state 
sequence was most likely to have produced the observations. 
When using HMMs, two assumptions are made. The first, 
following the first-order Markov Assumption is formally 
specified as [10]: 

1 1 1: ( , ..., ) ( )| |t t t tt n P q q q P q q− −∀ ≤ =            (1) 

where qt represents the state at time t. The second is called the 
Independence assumption and states that the output 
observation at time t (ot) is dependent only on the current 
state; it is independent of previous observations and states: 

1
1 1( ) ( )| , |t t

t t t
P o o q P o q

−
=              (2) 

Generally, an HMM µ is specified by a tuple 
( , , )A Eµ = Π , where A represents the transition probabilities 

specified in a transition matrix, E specifies emission 
probabilities and Π specifies initial probabilities associated 
with starting in a given state. 

Durbin et al. [11] made changes to a Finite State Automata 
(FSA) and converted it into an HMM which Durbin et al. [11] 
called the pair-HMM. Observations in a pair-HMM are  
 

 
 
 
 
 
 
 
 
 
 
 
Fig. 2: An instantiation of a pair-HMM 
 
formed by a couple of sequences (the ones to be aligned) and the 
model  assumes that the hidden (that is the non-observed 

alignment sequence{ }t tq ) is a Markov chain that determines the 

probability distribution of the observations [12]. The main 
difference between the pair-HMMs and the standard HMMs lies 
in the observation of a pair of sequences (Figure 2) or a pairwise 
alignment instead of a single sequence. The model we adapt in 
this work is a modification of the pair-HMM adapted by Mackay 
and Kondrak [1] to the task of computing word similarity. 
Mackay and Kondrak’s [1] pair-HMM was successfully adapted 
to the task of comparing different Dutch dialects by Wieling et 
al. [5]. Mackay and Kondrak’s pair-HMM is shown in figure 3. 
The pair-HMM (Figure 3) has three states that represent the 
basic edit operations: substitution (represented by state “M”), 
insertion (“Y”), and deletion (“X”). In this pair-HMM, 
probabilities both for emissions of symbols from the states, and 
for transitions between states are specified. “M”, the match state 

has emission probability distribution 
ji

px y for emitting an 

aligned pair of symbols xi:yj. States X and Y have distributions 

i
qx and 

jyq for emitting symbols xi and yj respectively against a  

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 3: pair-HMM (adapted from Mackay and Kondrak [1]) 
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gap. The model has five transition parameters: δ, ε, λ, τM, and 
τXY as shown in Figure 3. 

Two main modifications were made by Mackay and 
Kondrak [1] to the model developed by Durbin et al. [11]: 
first, a pair of transitions between states “X” and “Y” whose 
parameter is denoted by λ in figure 3 was added and the 
probability for the transition to the end state τ was split into 
two separate values: τM for the substitution state and τXY for 
the gap states X and Y. 

Although we have maintained some of the assumptions 
used in previous work on the pair-HMM, there are more 
modifications that are worth considering. Firstly Mackay and 
Kondrak maintain the assumption used by Durbin et al. 
(1998) concerning the parameter δ, that is, the probability of 
transiting from the substitution state to the deletion or 
insertion state is the same. Similarly, the probability of 
staying in the gap state X or gap state Y is the same. These 
assumptions are reasonable for the case where the alphabets 
of both the languages are identical (Mackay, 2004). If the 
language alphabets are not identical, then the insertion and 
deletion states should be distinct, with various emission 
probabilities from the gap state X and gap state Y. Also, the 
transition parameter from the substitution state to the gap 
state X should be different from the transition parameter from 
the substitution state to the gap state Y. In the same vein, the 
transition parameter of staying in the gap state X should be 
different from the transition parameter of staying in the gap 
state Y, and the transition parameter between the gap states 
should be different. As a result, the pair-HMM that should be 
suitable for the similarity task in our work should have the 
parameters as illustrated in the figure 4.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Fig. 4: Proposed parameters for the pair-HMM 

We have only included a modification to the pair-HMM 
concerning the emissions in the gap states in such a way that it 
considers separate alphabets used in the two states. For example, 
an emission in the state X will be that for only a symbol from 
one language alphabet against a gap. Likewise, an emission in 
the state Y will be that for only a symbol from the other 
language alphabet against a gap. 
 

III. SIMILARITY MEASUREMENT USING pair-HMM 

Basically, the pair-HMM works by computing a score for 
input comprising two words from two different languages. The 
scores can then be used in evaluating the accuracy of the model 
or in a particular similarity measurement application. The scores 
are computed using the initial, emission and transition 
probabilities which are determined through a training procedure. 
 

A. pair-HMM Training 

To train a pair-HMM, we need a collection of pairs of names 
that are considered to be relevant or standard translations of each 
other. Different methods can be used in estimating the 
parameters of the pair-HMM. Arribas-Gil et al. [12] review 
different parameter estimation approaches for pair-HMMs 
including: Numerical Maximization approaches, Expectation 
Maximization (EM) algorithm and its variants (Stochastic EM, 
Stochastic Approximation EM). In their work [12], Maximum 
Likelihood estimators are proved to be more efficient and to 
produce better estimations for pair-HMMs when compared with 
Bayesian estimators on a simulation of estimating evolutionary 
parameters. The Baum-Welch algorithm (BW) had already been 
implemented for training the pair-HMM that we adapted and it is 
used for training the pair-HMM in our work. The BW algorithm 
falls under the EM class of algorithms that all work by guessing 
initial parameter values, then estimating the likelihood of the 
data under the current probabilities. These likelihoods can then 
be used to re-estimate the parameters, iteratively until a local 
maximum is reached. A formal description of the BW algorithm 
for HMMs obtained from Hoberman and Durand [17] is shown 
in the following:  

 
Algorithm:  Baum-Welch 

Input: A set of observed sequences, 1 2, ,...O O  

Initialization: Choose arbitrary initial values for model 

parameters, ( ( )), , .ij ip eµ π  

score = '( )|d

d
P O µ∑  
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} 
Until (the change in score is less than some predefined 
threshold.) 

To determine the transition and emission estimation 
formulas for the pair-HMM, we sum over each pair position, 
and over all possible sequences. If we let h represent the 
index of the pair we are using and forward and backward 
variables are represented by f and b respectively; we obtain 
the following expressions for the transition and emission 
estimations respectively in the substitution state [10]: 

 

( , ) 1 1 ( 1, 1)

1
( ) ( ) ( )

( | )
,   h h h h

kl i j kl l i j i j

h i j

A f k p e x y b l
P O µ

+ + + +=∑ ∑∑  

| |

1
( ) ( , ) ( , )

( | ) h xy h xy
i j

xy h h

k k k

h i x O j y O

E O f i j b i j
P O µ ∈ ∈

=∑ ∑ ∑  

The equations for the insertion and deletion state will have 
slightly different forms [10]. For example, insertions only 

need to match yj with the emission xy
O , since yj  is emitted 

against a gap. In the estimation for the transition probability, 
when we end in an insertion or deletion state, we only change 
the index for one of the pairs and we use the emission 
probability for a symbol from one word against a gap. 

In training the pair-HMM, the training input comprised 
names for geographical places from two different languages 
obtained from the GeoNames2 data dump. We extracted 850 
English-French pairs of names and 5902 English-Russian 
pairs of names. For the English-French dataset, we used 600 
pairs of names for training. From the English-Russian dataset, 
we used 4500 pairs of names. The remaining pairs of names 
where reserved for evaluating the accuracy of the algorithms 
used in the pair-HMM. For the English-Russian dataset, we 
made a modification to the pair-HMM used in previous work 
so that two separated alphabets belonging to the two 
languages can be specified. In this paper, we denote 

1 1{ } for 1, ..., 
i

V v i m= =  as the alphabet of symbols in one 

writing system and 2 2{ }  for 1, ...,
j

V v j n= =
 
as the alphabet 

of symbols in the other writing system. We automatically 

                                                
2 http://download.geonames.org/export/dump 

generated each alphabet used in the pair-HMM from the 
available dataset for a particular language, for example, the 
Russian alphabet was generated from the collection of Russian 
names only. For a given language, we expect to have additional 
symbols included in the alphabet including diacritics that can be 
used in stressing pronunciations. For the English-Russian data 
set, we generated 76 symbols for the English language alphabet 
while 61 symbols were generated for the Russian language 
alphabet. For the English-French data set we had 57 symbols for 
each language. 

Following the execution of the Baum-Welch algorithm 
implemented for the pair-HMM, 282 iterations were needed for 
the algorithm to converge on the English-French input while it 
took 861 iterations on the English-Russian input. 

 

B. Evaluation of the Viterbi and Forward Algorithms 

Two algorithms have been implemented in the pair-HMM 
system to estimate similarity scores for two given strings. We 
did not follow an application-oriented approach for evaluation, 
instead we only evaluate the performance of the two algorithms 
implemented in the pair-HMM. We used two measures: Average 
Reciprocal Rank (ARR) and Cross Entropy (CE). 

Figure 5 illustrates the design of the approach leading to the 
calculation of ARR. In Figure 5, the similarity measurement 
model comprising the pair-HMM will give a similarity score to 
the pair of names in the input. The scores can then be sorted in 
decreasing order and the position at which the actual relevant 
transliteration for the target name appears in the sorted scores is 
taken as the rank. A higher rank increases the accuracy of the 
model. The expressions for Average Rank (AR) and ARR used 
in this paper follow from Voorhess and Tice [13]: 

1

1
( )    (5)                            

N

i
AR R i

N =
= ∑

 

            
1

1 1
(6)

( )
                            

N

i
ARR

N R i=
= ∑  

where N is the number of testing data (pairs of NEs), and R (i) is 
the rank of the correct answer (NE pair) in the set of answers 
associated with the ith testing data. 

For the English-French dataset, we tested only 2 algorithms, 
that is the log versions of the Viterbi and Forward algorithm. For 

 

 
 
 
 

 
 
 
 
 
 

 
 
Fig. 5: Ranking approach 
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the English-Russian data set we tested 4 algorithms: the 
Viterbi and Forward algorithms in their basic form and the 
log versions for the two algorithms. The log versions of the 
algorithms are used to deal with any errors that could arise 
due to assigning very low probabilities to input string pairs. 
The ARR results are shown in Table 1 and Table 2 for 
English-French and English-Russian test data respectively. 
The ARR results for the logarithmic (log) versions for both 
the Viterbi and Forward algorithms for the English-French 
and English-Russian test data show that the Viterbi algorithm 
consistently performs slightly better than the Forward 
algorithm. However, for the English-Russian data set, the 
ARR results show that the basic Forward algorithm performs 
slightly better than the basic Viterbi algorithm3. 

We also evaluated the algorithms used in the pair-HMM 
based on Cross Entropy. Cross Entropy involves measuring 
the model entropy for both the Viterbi and Forward 
algorithm. “CE is used to compare the effectiveness of 
different training regimes (estimates of probabilities on the 
same test data). CE is useful when we do know the actual 
probability distribution p that generated some data. CE 
enables us to sue some model of p denoted as m as an 
approximation to p” [14]. For the pair-HMM the CE is 
specified by the following equation: 

1 2

1 1 1 1
( , )

( , )

1
lim ( , ..., ) log ( , ..., : ) - : : :le le le le

le
x V y V

H p m

p x m x y x yy x y
le→∞

∈ ∈

=

∑

where :i ix y  for i = 1,…,le represents a pair of output 

symbols in a pair of strings that are being evaluated with the 
symbols {xi} from an alphabet V1 and symbols {yi} from an 
alphabet V2. le represents the length of a given observation 
sequence for the situation that restricts the length of all 
observation sequences to the same length. 

 
TABLE 1 

ARR RESULTS FOR ENGLISH-FRENCH TEST DATA 

Algorithm ARR (N = 164) 

Viterbi log 0.8099 

Forward log 0.8081 

 
TABLE 2 

ARR RESULTS FOR ENGLISH-RUSSIAN TEST DATA 

Algorithm ARR (N = 966) 

Viterbi 0.8536 

Forward 0.8545 

Viterbi log 0.8359 

Forward log 0.8355 

                                                
3
 We expected to get similar results when the log computation is introduced 

and when it is not used. However, that was not the case, despite conducting a 
check on the software for the log versions of the algorithms. This may be 
attributed to errors resulting from the computer system when doing log 
computations. It would therefore be more reliable to consider the values 
obtained from the algorithms in their basic form and not when a log 
computation is used. 

TABLE 3 
CE RESULTS FOR ENGLISH-RUSSIAN TEST DATA 

Algorithm CE (n = 1000) 

Viterbi log 32.2946 

Forward log 32.2009 

  
 

For the pair-HMM, we can approximate an expression for the 
per name-pair CE for the model m to the expression (7): 

1 2( , )
1 1

1 1
( , ) lim log ( : , ..., : )  (7)     le le

le
x V y V

H p m m x y x y
n le→∞

∈ ∈

= − ∑

 
where n in equation (7) is the total number of paired observation 
sequences considered for calculating the cross entropy of the 
pair-HMM for a given observation set. 

Between two models m1 and m2, the more accurate model will 
be the one with the lower cross entropy. The Cross Entropy 
values for two algorithms used (Forward and Viterbi) in the pair-
HMM are shown in the Table 3. 

The Cross Entropy results show that the Forward algorithm is 
slightly more accurate than the Viterbi algorithm. This should be 
the case since the Forward algorithm considers all possible 
alignments and in so doing considers more information than the 
Viterbi algorithm that looks for only one best alignment. 
 

IV. CONCLUSION 

Despite the assumptions made concerning the pair-HMM used 
in this paper, experimental results show encouraging accuracy 
values. The ability to train the pair-HMM, and to use the pair-
HMM for measuring similarity on strings that use completely 
different alphabets also shows that it is feasible to use the pair-
HMM in generating transliterations between two languages that 
use completely different writing systems.  

We propose to extend our research on the pair-HMM in the 
following ways:  Firstly, it is desirable to incorporate more 
modifications in the pair-HMM for the case of languages that 
use different writing systems and determine whether 
improvements will be obtained with regard to the accuracy of 
the model on the name matching task. Modification of the pair-
HMM in this case can involve adding more parameters based on 
the requirements of the task and / or extending the structure of 
the model to incorporate additional information. Secondly, 
although the accuracy values are encouraging, it is important to 
evaluate the pair-HMM against other models for the name 
matching task. A different direction would involve considering 
different Dynamic Bayesian Network (DBN) structures such as 
those used by [16] on the task of cognate identification. Since 
DBNs are considered as generalizations of HMMs, it would be 
interesting to see whether there are any improvements that can 
be achieved by considering different DBN structures. Finally, 
discriminative methods have been shown to achieve exceptional 
performance on separate cognate identification tasks [18] as 
compared to traditional orthographic measures like Longest 
Common Subsequence Ratio and Dice’s coefficient. It should be 



 
 
interesting to evaluate the performance of the DBN 
techniques against discriminative methods.  
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